Welcome to
Stat 579

Heike Hofmann

Before we get started ...

® course has two sections
A (Tuesday, graduate students from outside)
B (Thursday, Statistics graduate students)

® time changed: 12:30 - 2:00

® |[ntros




www.public.iastate.edu/
~hofmann/stat579

hofmann@)astate.edu

Outline

® Introduction

® Obijectives, software, modules
® Assessment/Grades

® What do you already know?
® What are you interested in?

® Getting started




“Tall-order” Objective

® become computationally proficient to do
statistical data analysis

Objectives

® |earn how to deal with complex, messy, real data
® Use graphics to explore and understand data

® Gain familiarity with basic data collection, storage
and manipulation

® Fluently reshape data into the most convenient
form for analysis or reporting

® Automate cleaning and analysis




Textbook

e “Data Technologies” by Paul Murrell, available as
pdf under Creative Commons License at
http://www.stat.auckland.ac.nz/~paul/ltDT/

® Recommended:“ggplot2” by Hadley Wickham
(email me for the pdf or use Springer link for
use R! series)

Setup of Class

Learn about Concepts of Statistical Computing
Practice Skills

about 2:1 split of class time in teaching:practice

Software: R




Assessment

A short homework every week
Two midterm exams

final (team) project & presentation
40% homework, 30% midterm, 30% final
project

| will publish the best answers on the class
website anonymously, if that’s not ok, please
note that on your assignment

Homework

One every week
2-3 hours

Revise what we covered, plus synthesize
some new information




Final Project

® | bigger project (multiple due dates)

® Will be open ended, and will involve a
substantial write up (10+ pages)

® Work in a team (up to three members)

® Talk to each other! Find a group!

Disability and sickness

® Make sure to let me know (in advance)

e Keep on top of the weekly homework or
you will get swamped!




| ectures

® Electronic copy of the slides will be available
on the website

® But you'll need to take your own notes!

® [f you really want complete notes, organize
a roster with others in the class

® Don’t goof off on the computers!

® If you'’re bored, complain!

What do you
know already?

Excel? J]MP?
A programming language? CS course!?
R? SAS?

Database theory? Do you know what third
normal form is?

apply!?

Have you used a text editor?




What is this class about?

® Very Data Centric

® | want to know about topics you're
interested in

® Go to Wufoo Site to let me know your
favorites and make suggestions:
http://heike.wufoo.com/forms/topics-of-interest/

Sports
e.g. Baseball salaries and performance

Crime data (incl. type, time, place, demographics etc.)

Health
e.g. fitness statistics, or disease rates, or health care

Movies
e.g. ratings/box office revenues from IMDB

Climate/Weather Data

Travel data, e.g. US flights

Anything else you can think of?




Dataset today:

® Tipping behavior in restaurants

Tipping in Restaurants

Food server's tips in restaurants may be influenced by
many factors including the nature of the restaurant,
size of the party, table locations in the restaurant, ... To
make appropriate assighments (which tables the food
server waits on) for the food servers, restaurant
managers need to know what these factors are.

In one restaurant, a food server recorded the following
data on all customers they had served during a interval
of two and a half months in early 1990, resulting in
observations on 244 dining parties.




Data Description

TOTBILL Total bill, including tax, in dollars
TIP Tip in dollars

SEX Sex of person paying bill (M, F)
SMOKER Smoker in party? (No,Yes)

DAY Thur, Fri, Sat, Sun

TIME day, night

SIZE Size of the party

Primary Question

What affects tipping behavior?




Material to be covered

® Dataframes
® Investigating Objects
® Basic Summary Statistics

® First Plots

Outline

® Getting Started & Setup
® R basics (refresher)

® Syntax

® Examining Obijects

® Extracting Parts

® Basic Graphics:
Scatterplots, Histograms, Boxplots




Install R

On your own machine:

® Go to http://www.r-project.org/
® From CRAN, pick download site. (ISU might be good)

® Download from base:

e DownloadR 2.11.1

® Run the installation script

On a lab machine:

R version 2.9.1 (2009-06-26)
Copyright (C) 2009 The R Foundation for Statistical Computing
ISBN 3-900051-07-0

R is free seftwnr and com
You are wel e to d t b t it under certain conditions

with ABSOLUTELY NO WARRANTY.

Type 'lic ()' or ce()' for distribution details
Natural language support but running in an English locale

R is a collabor t p ] t th any contributol

Typ 'contributors()"' ore ormat1cn and
1tation()' n how to t R or R packages in publications

Type 'demo()' for some demos, h 1pO for on-line help, or

"help.start()' for HTML broi terfaci t h lp

Type 'qQ)" to quit R
[R.app GUI 1.28 (5444) i386-apple-darwing.11.1]

® Start R by double-clicking the icon

®

|8

Setting up

® Download file tips.R

® Open the R script in an editor, eg notepad,

wordpad, emacs, ...

® Edit lines

® Cut and paste lines of code into the R

interpreter window




The R language

® [earning a new language: grammar, vocabulary
® [oading, examining, summarizing data

® Creating data

® Getting help

® Miscellaneous useful stuff




Learning a language

® Grammar / Syntax

® Vocabulary

® “Thinking in that language”

x=2/3
Vx
a=2(x + 3)
y=(1235)T
Yi

2y

2y
f(y.2) = 2y

Examples

x <-2 /3

sgrt (x)

a <- 2 *(x + 3)"°2

y <-c¢c(1l, 2, 3, 5)

y[1]

sum(y)

2*y

f <- function(x, y) return(x*y)

f(y, 2)




Your Turn

x=(4139)T

y — (| 23 5)T (from examples, on previous slide)
d=V5(x -y)2

2(y1 + x1)

Vocabulary

® What verbs (=functions) do you need to know?
® [oading data
® Accessing parts of things

® Statistical summaries




R Reference Card

® Download the R Reference Card from
http://cran.r-project.org/doc/contrib/Short-
refcard.pdf

® Open/Print so that you can glance at it
while working

Load Data

Follow along in R script tips.R

Load data
tips <- read.csv("http://www.ggobi.org/book/data/

tips.csv")

Did the data import work?




Navigating the R
interpreter window

Up/down arrow keys to retrieve previous lines
Left/right arrow keys to move cursor along line
Mouse click to set cursor position

Delete to remove and re-type parts of command

Getting Help

® ?command
® help(command)

® help.search(command)

Getting Out

®q()




Examining Objects

® X

® head(x)

® summary (x) What does ‘apropos’ do?
® str(x)

® dim(x)

Try these commands out for yourself!

Examine Object

® First few values of an object
head(tips)

> head(tips)
obs totbill tip sex smoker day time size

1 1 16.99 1.01 F No Sun Night 2
2 2 10.341.66 M No Sun Night 3
3 3 21.013.50 M No Sun Night 3
4 4 23.68 3.31 M No Sun Night 2
5 5 24.59 3.61 F No Sun Night 4
6 6 25.294.71 M No Sun Night 4




Examine Object

® Structure of an object
str(tips)

> str(tips)

'data.frame': 244 obs. of 8 variables:

$ obs :int 12345678910 ...

$ totbill: num 17 10.3 21 23.7 24.6 ...

$ tip :hum 1.01 1.66 3.5 3.31 3.61 4.71 2 3.12 1.96 3.23 ...

$ sex : Factor w/ 2 levels "F","M": 1222122222 ...

$ smoker : Factor w/ 2 levels "No","Yes": 1 111111111...

$ day : Factor w/ 4 levels "Fri","Sat","Sun",..: 3333333333 ...
$ time : Factor w/ 2 levels "Day","Night": 2222222222 ...

$size :int 2332442422 ...

Examine Object

® Dimension of an object
dim(tips)

> dim(tips)
LL) 248 the tips data set has 244 rows
(tables served) and 8 columns

(variables recorded)




Examine Object

® Dimension of an object
summary (tips)

> summary(tips)

obs totbill

Min. 1.00 Min. . 3.07
Ist Qu.: 61.75 1st Qu.:13.35
Median :122.50 Median :17.80
Mean :122.50 Mean :19.79
3rd Qu.:183.25 3rd Qu.:24.13
Max . 1244.00  Max. :50.81
day time size

Fri:19 Day : 68 Min. 11
Sat:87 Night:176  1st Qu.:2
Sun:76 Median :2
Thu:62 Mean 2.
3rd Qu.:3

Max . 6

tip sex smoker
Min. : 1.000 F: 87 No :151
1st Qu.: 2.000 M:157 Yes: 93
Median : 2.900
Mean : 2.998
3rd Qu.: 3.562
Max. :10.000
.000
.000
.000
570
.000
16.000

Extracting parts

® xSvariable

® x[, “variable”]

® x[rows, columns]

® x[1

5, 2:3]

# rows, columns are
# indices

® x[c(1,5,6), c(“sex”,“tip”)]

® xSvariable[rows]




Which factors affect
tip rate?

Make new variable:
> tips$tiprate <- tips$tip/tips$totbill

Graphical Summaries

Basic Charts

® for one dimensional data:
dotplots, histograms, barcharts, boxplots

® for two dimensional data:
scatterplots




ggplot? package

® We will be using the ggplot2 package for
doing graphics

® The first time on your machine you’ll need

to install the package:
install.packages(“ggplot2”)

® Whenever you first want to plot during an
R session:
library(ggplot2)

Scatterplots

> gplot(totbill, tip, geom="point", data=tips)

Linear relationship between tip
and total bill (but not
particularly strong)

tip

e

‘ae
N
L d

totbill




Scatterplots

> gplot(totbill, tip, geom="point", data=tips) + geom_smooth(method="1m")

Linear relationship between tip
and total bill (but not
particularly strong)

tip

totbill

Textbook solution:
Linear Model has R ‘of 0.46
Average tip percentage is 16%

Scatterplots

> gplot(totbill, tip, geom="point", data=tips) + geom_smooth(method="1m")

. More points below the diagonal
than above, i.e. more small tips
relative to total bill than large

Z .

tip

totbill

one huge tip relative to total bill




Histogram

> gplot(tip, geom="histogram", data=tips)
stat_bin: binwidth defaulted to range/30. Use 'binwidth = x' to adjust this.

try different
binwidth settings

Histograms

> gplot(tip, geom="histogram”, binwidth=1, data=tips)

count
-
count
N

10 2 4 6 8 10
tip tip

> gplot(tip, geom="histogram", binwidth=0.1, data=tips)




Boxplots

Tipping Rate by Sex and Smoker

> gplot(sex, tipperc, geom="boxplot", data=tips)
> gplot(smoker, tipperc, geom="boxplot", data=tips)
> gplot(sex:smoker, tipperc, geom="boxplot", data=tips)

tipperc
tipperc
tipperc

Ly el

smoker sex:smoker

-

Scatterplots, again

> gplot(totbill, tip, geom="point", facets=smoker~sex, data=tips) + geom_smooth(method="1m")

F M

Female non-smokers are the most
consistent tippers (least scatter off
the line)
- Male smokers show most variability
On average, tipping rates of smokers
are lower than non-smokers’
Women pay overall lower tips

oN

totbill




Does party size matter?

> gplot(size, tipperc, geom="point", facets=smoker~sex, data=tips) + geom_smooth(method="1m")

F M

e B | .~ Not a strong relationship (negative
i | slope for female smokers could be
due to large tip for solo smoker)

tipperc

Your Turn

® Can we tell whether there is evidence that
people try to round total bill?

® Which day of the week would you suggest
to be the “best” in terms of tips?
(consider both tips and tip rate)

® Does time of the day make a difference for
tips? tip rates?




